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Introduction

“Genius is the capacity for seeing relationships where lesser men see none.” –
William James

Welcome to this second paper in an ongoing series regarding common data modeling mistakes and their impact. This series of papers presumes that poor database design:

· Is more often responsible for pitiable application performance than the SQL code

· Is more likely to occur if there’s inadequate data modeling training or mentoring

· Cannot always be automatically detected and corrected by data modeling tools

· Cannot generally be overcome by even the best and brightest SQL programmers

Thus this series of papers strives to demonstrate sound data modeling practices while exposing the more common and costly mistakes.

In lay terms, if we consider data models as road maps – then this series of papers’ goal is to provide you with the techniques to map a “AAA Trip-Tick” that gets you from point A to point B with the least mileage, the least construction, the most scenery, the most rest stops, and the shortest drive time.

Each issue we’ll look at some of the more common data modeling mistakes and their impacts. This issue we’ll examine the intricate complexities of relationships and their corresponding foreign keys.

Experience has shown that while many people can readily define entities and their unique identifiers, a relatively small percentage are really any good at modeling the relationships between those entities. This usually occurs as the chosen data modelers are:

· Analysts unsure of concepts such as cardinality, optionality, and normalization

· Information systems staff unsure as to the actual business rules and requirements

· Information systems staff more interested in the resulting database than the model

· Information systems staff more interested in the application design than the model

In other words, DBA’s and programmers quite often make the worst data modelers! The motto has to be effective first, then efficient. It doesn’t matter if it runs fast if the results are wrong. Likewise, it doesn’t matter that in the old system it was done a certain way. Let the business requirements dictate the data model – and don’t fight it.

1. Partial Foreign Keys Don’t Exist

The hardest question that almost always gets asked is why can’t I have a relationship to just certain attributes of the referenced unique identifier? In other words, entity A has attributes X, Y and Z as it concatenated unique identifier with entity B wanting to have a relationship to just attributes X and Y – but not Z. In physical terms, that would read that table A has a concatenated primary key with columns X, Y and Z with table B wanting to have a foreign key to just columns X and Y.

The reason I label this question as hard is how do you nicely tell people they’re just not getting it (i.e. asking a dumb question)? According to the U.S. Government’s National Institute of Standards and Technology, a database has referential integrity if all foreign keys reference existing primary keys. That’s it – nothing said about subsets of keys!

Don’t trust the government and want a more mathematical definition from the likes of Codd and Date, then here goes. A set of attributes FK in relation R1 is a foreign key of relation R1 referencing relation R2 if:

· The attributes of FK have the same domains as the primary key attributes PK of R2

· For each t1 in r(R1) and t2 in r(R2), either t1[FK] = t2[PK],or t1[FK] is NULL

· R1 references R2
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	R1 and R2 can be the same relation.


Relational Algebra and Calculus require such definitions in order to define operations such as a join. Failure to adhere to these principles invalidates the mathematics upon which relational databases and the SQL language are founded.

I’ve worked for four software vendors who sell data modeling tools over the past fifteen years, and this question gets asked all the time. Here are a few of scenarios that I’ve seen enough to present as examples – with their corrections.

Example 1
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In this first example, the data modeler has mistakenly placed relationship Reference_2 between Table_2 and Table_3 instead of between Table_1 and Table_3. We can tell this as Table_3 lists just columns A and B as foreign keys, and does not include columns D and E. Fortunately, modern data modeling tools such as Toad Data Modeler 3 doesn't allow you to model this situation without alternate keys. The following screen shot a correct model made in Toad Data Modeler 3.
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Example 2.
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In this second example, the data modeler has most likely mistaken Reference_1 as an identifying relationship, when in fact it is not. In other words, Table_2’s A and B columns are foreign keys, but should not be part of the primary key. Either columns D and E could uniquely identify Table_2 alone or in combination with other columns such as F. The point is that sometimes data modelers can somewhat overdo using identifying relationships. In Toad Data Modeler you can clearly see a difference between identifying and non-identifying relationships. When a user creates an identifying relationship, all attributes that are a part of primary key in parent table migrates to child tables as primary foreign keys. Non-identifying relationships add only foreign keys to child tables.  
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Example 3
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In this third example (and many other equivalent diagrams), the data modeler is severely challenged. Table_3 is supposed to be referentially constrained by the leading edge of Table_1’s PK concatenated with the leading edge of Table_2’s PK. I hate to sound so harsh, but this is nuts – and means it’s time to assign or hire a new data modeler! In Toad Data Modeler 3 you can achieve similar situation; however you must create a new Alternate Key in Table 2 and link Table 2 with Table 3 via alternate key.
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2. Incomplete Foreign Keys Don’t Exist

This may seem the same as the prior section, partial foreign keys don’t exist. But there is a measurable difference between a partial and an incomplete foreign key. By incomplete, we mean either you have the entire concatenated foreign key or none of it.
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This example looks harmless enough, right? In fact, the data modeling software reports no errors and the DDL generated compiles without problem.

[image: image9.png]o T Table 2

4= Varchar2(10 CHAR) NN (PH) Relationshipt (0= & Varchar2(10 CHAR)  (FK)
45 Varcha 210 CHARINN (1) [ — — . od@°B Varchar21DCHAR)  (FK)
C Varchar2(10 CHAR) MU 4= Varchar2(10 CHAR) NN (PK)

4= Varchar2(10 CHAR) NN (PH)

F Verchar2(10 CHAR)





This example too looks OK. Again, the data modeling software reports no errors and the DDL generated compiles without problem.

Yet there is a huge problem in both these examples. Remember our simple definition that a database has referential integrity if all foreign keys reference existing primary keys?

How can an application populate with integrity Table_2 in either scenario above. In the first case, either you supply a complete PK as the FK (i.e. both columns) or you supply the FK with just column A – which is not referentially correct, but permitted as column B is optional. The point is that the optionality of all concatenated foreign key columns should be the same.

But even when they are the same (as in the second example), there is yet room for error!

The DDL generated for this example is as follows:

create table TABLE_2  (

   A                    VARCHAR(10),

   B                    VARCHAR(10),

   D                    VARCHAR(10)                      not null,

   E                    VARCHAR(10)                      not null,

   F                    VARCHAR(10),

   constraint PK_TABLE_2 primary key (D, E),

   constraint FK_TABLE_2_REFERENCE_TABLE_1 foreign key (A, B)

         references TABLE_1 (A, B)

)

The problem is that the application is still permitted to insert values where one column of the foreign key is defined and the other is not. For example,


INSERT INTO Table_1 VALUES (‘A’,NULL,’D’,’E’,’F’)

Either all the applications must be intelligent enough to not permit such anomalies, or better yet, we add the following check constraint to the create table statement:


constraint FK_COMPLETE

check ((A is null and B is null) or (A is not null and B is not null))
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	ANSI SQL 92 permits and databases such as Oracle support alternative matching rules for composite foreign keys, including:

· Match Full –Partially null foreign keys are not permitted. Either all components of the foreign key must be null, or the combination of values contained in the foreign key must appear as the primary or unique key value of a single row of the referenced table. [Default]
· Match Partial – Partially null composite foreign keys are permitted. Either all components of the foreign key must be null, or the combination of non-null values contained in the foreign key must appear in the corresponding portion of the primary or unique key value of a single row in the referenced table.

· Match None – Partially null composite foreign keys are permitted. If any column of a composite foreign key is null, then the non-null portions of the key do not have to match any corresponding portion of a parent key.


The problem is that people quite often do not adhere to the match partial and match none definitions per se – but rather adopt the concepts to their own logic. The results are about what you should expect from any such perversion. However when used properly, these alternatives work well and would make these last two examples correct as drawn.

3. Unification Is Not An Airport Religion

Look closely at the following diagram.
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Why doesn’t Table_3 have columns A and B twice?

The answer is because we’ve performed column unification. That is, we’ve told the data modeling software that Table_3 gets columns A and B migrated into itself repeatedly via multiple mandatory relationship column migrations. So columns A and B show up once each, both into two separate foreign keys each (once to Table_1 and once to Table_2).

If not the model would have looked as follows.
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In many cases unification is both correct and desirable. If the business rules clearly states that the foreign keys will always migrate the exact same values, then why have duplicate columns?

Here’s a real world example that should test your understanding of all three concepts outlined in this paper. Is this model correct – or does it have an incomplete FK?
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We’ve obviously got unification – FK1 and FK2 both share the column SSN. What about if we have an employee with a doctor’s report without an associated accident? Would that not mean that unifying FK1 and FK2 led to incomplete FK (i.e. SSN without an accident date)? Look at the left side of relationship Reference_2. It’s optional – so we’re OK.
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