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Introduction

This paper is meant to accompany the PowerPoint presentation by the same name. The information and ideas contained by these papers are founded on 3+ years of work as the lead DBA for the 7-11 Corporation’s data warehouse for reporting on 6000+ convenient stores’ Point of Sale (POS) and Electronic Data Interchange (EDI) information.

Built by Electronic Data Systems (EDS), this multi-terabyte data warehouse was constructed on a Hewlett Packard V-2200 with 16 400 MHz PA-RISC CPU’s and 8 gigabytes of RAM. The operating system was the 64-bit version of Hewlett Packard’s UNIX, HP-UX 11.0. We used an EMC Symmetrix 3700-47 with 4 gigabytes of cache and 3 terabytes usable of mirrored disk space.

We started with Oracle 7.3.2 and progressed to Oracle 8.1.6. Over those 3+ years, we learned numerous hardware, operating system and database tuning issues. At first, our reports took over 12 hours to complete. Today, those same reports run in less than 7 minutes on average. Most of those run-time gains were made possible by Oracle 8.X optimizer improvements.

Note: this paper’s section headings match the PowerPoint slides’ page headers.

Know Your Application

The first question anyone considering dimensional modeling should ask “Is what type of application are we building?” This is key, because dimensional modeling should only be applied to certain application types – namely, data warehouses. If your application is for tactical or strategic reporting, meaning that the audience will be mid-level to executive business management. If those users will make key business decisions based upon the output of those reports. Moreover, if those reports cannot be predefined (i.e. cannot be “pre-canned”) – meaning that the database must support any imaginable user query. And finally, if those managerial users appreciate that those reports will help them make key business decisions – so the run time of the report is less important than the decision the report will help them to make.  Only then should you consider applying any dimensional modeling techniques.

Embrace New Concepts

The most difficult challenge of dimensional modeling is to “let go” of your old database design concepts. Your old database design rules will not apply – at all. Even after nearly four years, I find that I still have to remind myself not to try and use OLTP design ideals within my dimensional models. 

Star Schema Design

Data warehouse projects are rampant. Every company claims to be building one.

In reality, most companies are building Operational Data Stores (ODS). An ODS is really just a traditional database design, with a few extra columns – most often timestamps. The ODS was originally intended to provide a historical collection of OLTP data from legacy systems, which could then be used as a single source for loading into a data warehouse. Unfortunately, most people seem content with calling this initial stepping stone the data warehouse. But it’s reality still a predominately OLTP design, with OLTP tuning issues merely scaled up to accommodate the higher volumes of data.

However, some companies are following Ralph Kimball’s Dimensional Modeling technique, known as “Star Schema” design, to construct true data warehouses. This design methodology goes contrary to conventional OLTP design theory. The goal is just the reverse of the norm. With this technique, we strive for fewer, larger tables – with a very low degree of normalization. In fact, the whole design concept seems initially quite bizarre to the seasoned DBA. Old rules and tricks no longer apply. Welcome to the strange and wonderful world of tuning data warehouses. You’re not in Kansas anymore Dorothy. Leave your baggage behind, as we look at the techniques to design such radically different database designs.

Modeling Stars

Modeling “Star Schemas” is easy. In fact, you can use any data modeling software – even if that software does not have any data warehousing specific extensions. In fact (no pun intended), you can just view the fact tables as base tables with numerous lookup tables, known as dimensions. While some data modeling tools tout supporting different graphic representations for dimensions and facts, it doesn’t amount to much – other than show. Some tools do support the modeling of aggregations and have hierarchy browsers, but with Oracle 8i’s new Materialized Views and Dimensions, it’s less important that they be directly supported in the data model. In fact with Materialized Views, you may just want to model the detailed fact tables.  So a typical data model might only have four to ten detailed fact tables and four to ten dimensions – or a total of only 20 or so entities. That’s small potatoes when compared to OLTP models, which can often have hundreds or even thousands of entities.

Size of Stars

One big difference between traditional and “Star Schema” designs is the relative size difference between the table types. With OLTP and ODS systems, you can have tables with a wide range of row counts.  For example, an OLTP system may have tables with a few thousand to a few million rows. And an ODS might have tables with a few thousand to tens or even hundreds of millions of rows. But a “Star Schema” design has only two kinds of tables: small dimensions and huge facts. The typical dimension might have from a few thousand to a few hundred thousand rows, but facts are truly gargantuan – typically a few hundred million to a few billion rows! In data warehousing, size does matter.

Transform OLTP Model

This is the step where many data modelers and DBA’s loose faith. Because as we fold an OLTP data model into a star schema, we de-normalize down to zero normal form (i.e. we break 1st normal form by having repeating groups, so the model is fully de-normalized). Since many of us “grew up” with normalized design regimens, this is a very tough pill to swallow. It’s like voting republican your whole life, and now being told to vote democrat.

The steps are actually quite easy. We need to fully collapse any parent-child and look-up relationships. With minor exceptions, we should strive to use or create meaningless or surrogate keys. This will provide us a base representation of our data.

Next, we need to ascertain from that data what users will desire to report on (facts) versus use as query criteria (dimensions). This is purely a 100% business related, data modeling exercise. Once we understand this separation, we create the tables to hold these two very different kinds of data. Since most dimensional models have a time dimension, we may find that we need to create one – as our base data may often not reflect such information.

Dimensions will tend to have user friendly columns (meaning that they represent terms that business users think about and would like to restrict upon). Moreover, dimensions will tend to group into business friendly terms. For example, 7-11 buys products from vendors to sell from their stores. So we had 4 dimensions: time, location, vendor and product. We had two primary facts: orders and sales. It’s that easy.

Dimension Hierarchies

Dimension tables do have one additional complication – they can have hierarchies within themselves. For example, the time dimension contains rows of five types: day, week, month, quarter and year. In other words, rows 1-30 might be for each day of this month, row 31 might be for this month, row 32 for the quarter this month is in, and so on. This presents some interesting challenges as far as database constraints for null versus not-null depending on the value of some other record-type column. How’s that for de-normalized!

While this may seem bizarre, many OLAP tools require such hierarchies. In fact, so much so that Oracle 8I includes a CREATE DIMENSION command for just this issue.

Avoid Snowflakes

Another design flaw is to “Snow Flake” your star schema design, which means merely adding lookup tables to dimensions. Again it looks better to our third normal form eyes, performance will be worse. Database optimizers are just not currently designed to handle this design. But this is probably the single biggest dimensional modeling design mistake people continue to make. We just feel better with at least some semblance of normalized data models in our star schemas. But resist this urge.

Common Aggregations

Once we’ve established our dimensions and facts, it’s common for users to request fact summary tables called aggregations. For example, we may have daily sales data in our fact table. But users wish to report on weekly or monthly statistics. So we would build fact aggregates based upon the time dimension granularity requested. Another example would be that users might wish to report on product categories or geographic regions. In all cases, performance will be better against smaller fact tables whose data has been summarized to better match the query criteria. As a rule of thumb, aggregates should be at least 5 to 10 times smaller than the fact they are based upon.

Index Design

Here’s the first place that many OLTP DBA’s start to question. If you read the Oracle white paper on Star Schema design, then you’re already on board. Otherwise, this advice may seem a bit strange. Individually bitmap index each of the fact tables’ foreign key columns and each of the dimension tables’ non-key columns. Resist the urge to use b-tree indexes – regardless of data type. That’s one heck of a lot of indexes. For our 20-table model, we had 294 indexes!  But that’s how you get seven-minute reports on ad-hoc queries against billion row tables.

Database Issues

Even if you do not follow this paper’s recommendations on what to do, here are some additional ideas on things not to do for fact tables (due to their size). First, do not use constraints of any kind. Constraint operations cannot be done in parallel. So even a 32 processor box will use just one CPU to verify a constraint. For example, to rebuild our primary key index via a constraint took 13 hours. It took just 45 minutes when unique index was build in parallel with unrecoverable and then the constraint was built upon it.

Second, watch out for row level triggers. And finally, fact tables and indexes can use Oracle nologging feature – why do redo logs when it’s just as easy to rerun the load programs.

Partitioning

Data models should foremost be concerned with logical accuracy. Assuming that you correctly ascertain your facts and dimensions, it’s not uncommon to address some key physical database design issues such as partitioning. Oracle 8.i offers only range, hash and composite partitioning, while Oracle 8.0 offers just range. Interested modelers and DBA’s should learn extensively about partitioning. In a nutshell, single column, range partition by time and use local prefixed and local non-prefixed indexes.

Oracle 8i Table Options

Another physical issue also of concern late in the modeling effort is how to physically implement the fact tables. With facts being so large, the question is whether there are any advantages to heap versus index organized tables. Interested modelers and DBA’s should learn extensively about table types. In a nutshell, use heap (i.e. regular) tables. There are too many negatives associated with index organized tables in both Oracle 8.0 and 8i.

Oracle 8i Query Options

Modelers may also want to decide on whether tables and indexes are serial or parallel (i.e. degree setting greater than 1). Again interested modelers and DBA’s should learn extensively about table types. In a nutshell, serial queries (i.e. non-parallel) against partitioned tables work best.

Oracle 8i Materialized Views

Finally, people are quite excited about Oracle 8i’s materialized views for fact tables. This physical feature may alone someday change the entire dimensional modeling scope. But is way beyond discussion for this presentation. The promise is to eliminate the need for all fact summaries or aggregates!
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