Oracle 11g Introduces Invisible Indexes
As I wrote last week, Oracle 11g has a plethora of really great new features. One that should really hit a home run with data warehousing DBA’s is “Invisible Indexes”. The name is nota joke – they are exactly what they say. An invisible index is ignored by the query optimizer when forming an explain plan for a SELECT statement, but they are fully maintained during DML such as INSERT, UPDATE, DELETE and MERGE.
Let’s say you have a classic data warehouse star schema defined something like the one shown here in Toad Data Modeler.
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It’s not uncommon for the DBA to index the fact table in two radically different ways. During “live-reporting” periods, the fact table would have just bitmap indexes on each individual foreign key column to induce “STAR_TRANSFORMATION” explain plans for all the truly ad-hoc queries. During “data-loading” periods, the fact table would have instead a b-tree index to guarantee the data accuracy (i.e. a unique primary key index).
The point is that prior to Oracle 11g, these two indexing strategies could not co-exist at the same time. The DBA would drop the bitmap indexes during the data loads, and drop the b-tree index during reporting periods so as to avoid it being used in any explain plan.
Now with 11g, the DBA could simply create the primary key index as invisible – that way there would no longer be any need to recreate it before the data load. In the past, the DBA could partition the fact table and thus drop only the b-tree PK index on the currently active partition. But even that step is unnecessary now. If that PK unique index is marked as being invisible, it can remain in existence during reporting periods without chance of forming a SELECT that uses the b-tree index instead of the bitmap indexes.
So here in Toad we see the ad-hoc query and the resulting explain plan using the b-tree PK index – with a cost of 2,795 and a run time of 4+ seconds.

[image: image2.png][ Fie Edit Search Grid Editor Sesson Datsbase Debug View Ulites eBiz Window Help

REBRLIT 08E-%A-B
sseon

xS -F- BEe %L aly-0keg Dt [ @l | pestop: saL - | @ - 8 | cumentschena: 55
B e - o B@EBO Y = == BEDLD

oocsd |

e aR(OR[Ss|e x| [ @

orares |

b E|SELECT prod catesory_nane, sun{fact sales_unifl sun(fact sales_retail)

8 FROM  pos_day fact. period per, location loc.
product prod
s WHERE fact period_id per period_id
s AND fact.location_id loc. location_id
s AND  fact product_id prod product_id
F AND  per levels ‘DAY’ and per .period week in (3.4) AND per.period_month = 1 AND per.period yesr
s AND loc.levelx 'STORE' AND loc city = 'DALLAS' AND loc state - 'Ti'
g AND prod levelx = 'ITEM' AND prod.category_name in (1001 BEER', '23.01 COFFEE')
10 GROUP BY prod.category_nane;

8 0atz Gt | B o Trace | P D Outout (dssbied) | B Guery vewer |% Codeipert (B Expianpln | B) scrptoutaut |

'1999"

Fan
25 BITHAP CONVERSION TO ROWIDS
Cost 3 Bytes: 233,838 Cardnity: 7,066
1 %100 BITMAP INDEX SINGLE VALUE INDEX (BITMAP) 55,PRODUCT_B0S.
5 (-2 BITHAP CONVERSION TO ROWIDS
Cost 5 Bytes: 233,838 Cardnity: 7,066
4 “.l0l0 BITMAP INDEX SINGLE VALUE INDEX (BITMAP) 55.°PRODUCT_B03
7 L..[fl{ NDEX FAST FULL SCAN INDEX (UNIQUE) S5 PRODUCT PX
Cost: 573 Bytes: 233,83 Cardnalty: 7,066
27 64 HASH J0M
Cost: 2,196 Bytes: 19,844,916 Cardinality: 254,422
14 {5 [J1 TABLE ACCESS BY INDEX ROWID TABLE 55.LOCATION
Cost: 5 Bytes: 6,176 Carcinaiy: 193
13 E1-{¥° BITHAP CONVERSION TO ROWIDS
12 65~ @ BITHAP AND
10 100 BITMAP INDEX SINGLE VALUE INDEX (BITMAP) 55.LOCATION B11
11 :--100 BITMAP INDEX SINGLE VALUE INDEX (BITMAP) 55.LOCATION B12
26 £ R4 ESTED LoOPS
24 £ B NESTED LOOPS
Cost: 2,169 Bytes: 11,720,754 Cardnaty: 254,750
22 {5 [J1/ TABLE ACCESS BY INDEX ROWID TABLE 55.PERIOD.
Cost: 4 Bytes: 392 Cardnalty: 14
21 5% BITHAP CONVERSION TO ROWIDS
20 &5~ @ BITHAP AND
15 100 BITMAP INDEX SINGLE VALUE INDEX (BITMAP) 55 PERIOD_B0S
16 100 BITMAP INDEX SINGLE VALUE INDEX (BITMAP) 55 PERIOD_BO7
190552 BrTHAP OR
17 100 BITMAP INDEX SINGLE VALUE INDEX (BITMAP) 55 PERIOD_B06
18 :--100 BITMAP INDEX SINGLE VALUE INDEX (BITMAP) 55 PERIOD_BO6
OB RAIGE S TIDEX UHIQUE) 5 7050
25 - [ TABLE ACCESS BY INDEX ROWID TABLE 55,705 DAY
Cost: 763 Bytes: 327,600 Cerdnalty: 16,200

<

[ 23. One or morerous were retrieved usig ncex S5.P05_DAY_PK . The ndex s scarned i ascending arcer

4secs |[Row 1.0f 2 totel rows |[SSEOLIN || wmm Modified

[l screna ronser | @ tr

@ AutoCommtt is OFF UM





Now we modify the index to be invisible as follows using Toad 9.5.
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Thus we now get the explain plan desired (i.e. no PK index usage) – which means we got the “star transformation”, which a higher cost but runs four times as fast at just 1 second!
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Wow – Indexing has come a long way baby (
