SQL Tuning in Toad
Let’s face it – at some point we all need to tweak some SQL statement a little because performance has become an issue. Regardless of whether that happens while developing and testing, or it happens while in production when a trouble ticket event occurs, we all need to tune SQL code at times. And even though the entire premise behind SQL is to be a relatively straight-forward query language – the intricacies involved when tuning for a particular database vendor’s query optimizer can be quite overwhelming. Especially since those rules often change from one version to the next. So what’s a soul to do?
Fortunately Toad excels at solving such problems (as well as monitoring to find them). Now some people may think because they don’t have the Toad Xpert bundle with our world class SQL tuning capabilities that they are on their own. Nothing could be further from the truth. All Toad offerings offer the ability to tune SQL code to some degree. Yes, the Xpert Edition or Developer Suite offer the best capabilities – but that does not mean you cannot tune unless you have those bundles. You may just have to work harder to get similar results. Let’s tune an example piece of SQL – and use the various features within Toad to help us along the way. I’ll identify when a feature requires an option bundle.
OK – let’s assume our business is movie rentals (and yes, I know I’m dating myself what with Netflix and internet movie downloads so readily available and popular). Anyway, let’s assume the business guy asks a simple question: do people ever rent the same movie multiple times? That seems like an easy thing to code. But let’s use Toad to work our way through it – under the assumption it does not run fast enough and thus needs tuned.
Here’s the ER Diagram I generated so that I could see the tables I need to work with, plus their keys and indexes. I got to this screen by running the Schema Browser, selecting the CUSTOMER table, opening the right-hand-mouse (RHM) menu, and then choosing ER Diagram. It starts with that table and follows foreign key links to whatever level you ask. I said three – and deleted some tables I knew I would not need. Now I have my road map for writing my SQL. This is always a recommended first step or best practice. Because how can you code against a database design if you try to keep it all in your head?
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So here’s my query which should correctly answer the business question:

select case count(*) when 0 then 'No' else 'Yes' end Answer

from customer c1, movierental m1, rentalitem r1

where m1.customerid = c1.customerid

  and m1.rentalid   = r1.rentalid

  and not exists (select 1

                  from customer c2, movierental m2, rentalitem r2

                  where m2.customerid = c2.customerid

                    and m2.rentalid   = r2.rentalid

                    and m2.customerid = c1.customerid

                    and r2.rentalid  <> r1.rentalid                      

                 )

We’ll now step through incrementally better tuning options available within Toad to try to get the best run-time possible.
