Advanced SQL Application Tuning: Find the Proverbial Needle in the Haystack
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Introduction

This paper is meant to accompany the PowerPoint presentation by the same name. The information and ideas contained by these papers are founded on 20+ years of working with Oracle databases, from version 4 through 10g. While you might imply from my experience that I’m some kind of Oracle expert, I’ll be the first to say that I am not. I learn something new about Oracle everyday – mostly from my network of peers and feedback from people at shows who challenge or supplement my ideas.

Tuning always seems to be a popular topic (i.e. many shows pick this presentation topic). But the truth is that I have nothing especially new or unique to introduce. This paper and presentation focus on a sound methodic approach for tuning. So if afterward you feel that you learned nothing substantial – take that as a compliment to your tuning technique and skills.

Note: this paper’s section headings match the PowerPoint slides’ page headers.

Where Can We Look

As with any endeavor, knowing your options is the key first step. I find that asking some very basic and obvious questions is a good start.

· What is tunable if we look without any restriction

· What is tunable given shared hardware resources

· Where will we maximize both RTI and ROI

· Where do we start and what order do we follow

In general (although not universally), key focus areas that can be tuned are

· Hardware

· Operating system

· Database

· Network

· Application

The sad fact is that far too many people skip these steps and jump right into tuning without much forethought or planning. In fact most managers and developers truly believe that to improve database application performance, they can simply focus on the hardware, operating system and Oracle configuration. Managers are looking for the “silver bullet” – a fast way to solve a big problem. And many developers just seem unwilling to accept that 90% of poor database application performance is due to poor application design or grossly inefficient SQL. So far too often the DBA and OS system administrator are asked to tune – and before it’s really appropriate to make that call.
Where Should We Look

When Bill Clinton ran for his first presidential term, James Carvel wore a button that said, “It’s the economy, stupid”. His point was that in order to win the election, the most important issue to the largest percentage of voters was the economy – end of story.

Tuning is just as simple. The golden rule to live by is “It’s the application, stupid”. You almost universally will obtain the best RTI (i.e. run time improvement) and greatest ROI (i.e. return on investment) by redesigning or tuning the application and its SQL code than anywhere else.

Often a checking what your typical database developers’ SQL skill set is can be a great start. Do your SQL developers know when and how to best use:

· Non-correlated sub-queries

· Correlated sub-queries

· Outer joins

· Minus

· Union

· Union-all

My experience has been that developers claiming 2-4 years or Oracle experience cannot answer many, and in some cases a majority, of these questions. I hate to sound harsh, but when a developer sticks their head into your cube and says “What’s this plus sign (+) in a where clause” – what else can the DBA conclude? Maybe a nicer way to state this is that DBA’s would be well advised to have their SQL developers attend a class such as Oracle Education’s Complex SQL class.

Hardware Won’t Compensate

The bitter and honest truth is that better hardware generally cannot improve run times.

Yet many managers, programmers and even some DBA’s mistakenly believe that faster hardware can improve application run times. In my case, the database development team convinced management to double our CPU’s, memory, EMC cache and disks (RAID 5 to RAID 1). The end result, we spent a million dollars and significant downtown to upgrade the hardware in order to have our 4 hours 30 minute load program run in a disappointing 4 hours 15 minutes. You can guess what hit the fan.

The goal should be to verify that resource saturation has genuinely occurred before you update or improve that resource’s hardware. Think of a grocery store with many register lines open, but with everyone in the express line – opening more register lines will not improve the queues’ throughput. In this grocery example, closing one register line and having that person instead direct people on which register line to enter will accomplish both load balancing and higher queue throughput. It’s no different with you hardware.

Remember my 4 hours 30 minutes load program we reduced to 4 hours 15 minutes by spending a million dollars in upgrades and system down time for those upgrades? A simple application redesign for a parallel architecture to leverage our SMP box’s 16 CPU’s ran in 25 minutes – that’s a 1080% run time improvement. We went from 7% CPU utilization to 95%. We went from less than 5% load on our EMC RAID disk array to 80% (we were actually not I/O bound yet). We went from less than 5% memory usage to nearly 80% (still no swapping or paging).

Our customer was ecstatic. We got to go to a Ranger’s baseball game as a team, have a team pizza-party, got an extra ½ day off of personal leave – plus every team member received a plaque of appreciation. Not to mention that I also got a fantastic raise and a promotion out of it.

Total cost for these application redesign and SQL tuning improvements:

· 4 hours DBA time at $150/hour = $600

· 20 hours developer time at $100/hour = $2000

· Total cost = $2600

That translates into 385 times less cost than the million dollars spent for new hardware. Remember, application design and SQL tuning is much cheaper than new hardware – in fact in this case, ridiculously so.

What Exactly is Tuning

How you define tuning implicates how you will approach it. And the approach directly affects the tuning ROI that you can expect.

Tuning is an art that requires creativity. There will be times where experience, intuition or faith will be your guide. Do not be afraid to try radical or contrary ideas. For example, in data warehousing it’s not uncommon to index every column and use bitmap indexes on columns that have hundreds of thousands of values! [This topic is outside of our focus; I have several data warehousing presentations and papers that cover this in detail]

Tuning is also a science that requires regimen. There are some universal or generally accepted rules that can be applied. For example, a join will be superior to attempting to code the logic in application as selects within nested loops. Sounds dumb, but I’ve seen this more than once – and I’ve seen much worse! Code walk-throughs and peer-reviews are probably the best ways to adhere to the most basic rules and educate your developers.

Thus, we must use both intuition and rules to tune.

How to Approach Tuning

One of the most fundamental tuning questions that often gets overlooked is when should we tune the database design and SQL code. I know this seems obvious – and thus stupid to point out. However there are some extenuating circumstances that make the answer to this question less than obvious and simple as one might expect.

There are essentially three tuning paradigms one could follow:

· Reactive (after the fact)
-
relies on intuition

· Proactive (as you go)

-
apply tuning rules

· Hybrid (combination)

-
utilize both techniques

Unfortunately, the generally accepted practice seems to be to reactively tune issues once the application gets moved into production. So the DBA and on-call staff get stuck trying to weed through tons of code they did not write to fix problems they may not understand from a business perspective – and to do all that at 2 AM when the pager goes off. So this approach often feels like too little too late.

The obvious alternative, to apply a set of best practice tuning rules as you go, may sound like a really great option – but then you have to remember the stereo-typical development environment most people work in: i.e. developer productivity is often measured simply in terms of lines of code. So a proactive tuning approach, which would require additional developer unit testing for efficiency, might jeopardize their ability to product the most code in the shortest time. And since most often their performance reviews are tied to this measurement, it’s tough to implement a fool-proof proactive tuning approach. The reaction might be that this approach can feels like too much too soon.
Thus the real answer is to use a hybrid approach – that is to tune before, during and after.

Carpenter Need Tools

Too many people try to tune applications the hard way, by visual inspection based upon their own sometimes limited SQL knowledge. But SQL as a language is far too complex, and Oracle’s optimizers too dynamic to rely solely upon the intuition of developers and DBA’s.

Would you trust your car to an auto mechanic without tools? Would you want your new home to be built by carpenters without tools? Would you go to a doctor who had no instruments? The answers are no, no and no. so why then would you try to tune complex application code without tools? In fact, most tuning issues fall into well defined patterns that tuning software these days can almost universally locate and correct. And the cost of these tools can often be recouped by about the second problem they eliminate from being deployed to production or the first major fire they put out once there is a serious problem already in production.
I’ve worked in shops where developers had to telnet to UNIX and run SQL Plus in order to develop PL/SQL applications. Guess what, both our productivity and code reliability were poor. A PL/SQL development tool such as TOAD or SQL Navigator would have given these developers a PC based tool – with syntax highlighting, a debugger, graphical explain plans and numerous other useful features. But we were in consulting environment where the only tools were those purchased for us by the clients. Thank God it was a time and materials contract!

SQL Guidelines

Below are 10 very simple SQL coding guidelines to consider adopting. No rocket science here. In fact, most of these were gathered from various SQL books or papers – so it’s not even original. But I’ve benefited immensely by handing them out to my team’s SQL and PL/SQL developers. Often following just a simple set of best practice rules like this alone can eliminate a majority of the more aggravating minor mistakes.
Rule #1

Watch indexed WHERE conditions.



Rule #2

Watch non-indexed WHERE conditions.



Rule #3

Order tables in the FROM clause. (Really a throw-back from rule based days)


Rule #4

Consider IN or UNION in place of OR.



Rule #5

Weigh JOIN versus EXISTS sub-query.


Rule  #6

Consider EXISTS in place of distinct. (Note – only has to find one match)


Rule #7

Consider NOT EXISTS in place of NOT IN. (Note – only has to find one non-match)

Rule #8

COUNT using indexed column or asterisk. (Another throw-back from rule based days)


Rule #9

Ordering via the WHERE clause. (Note – you must know if index is ASC vs. DESC)


Rule #10

Use PL/SQL to reduce network traffic.


Assume index on address (city, state)





non-leading index column references cannot use indexes





where state = 'TX'						[Index Not used]


where city = 'DALLAS'					[Index Used]


where state = 'TX' and city = 'DALLAS'		[Index Used]





NOT, != and <> disable index use





where state not in ('TX', 'FL','OH')			[Index Not used]


where state != 'TX'					[Index Not used]





NULL value references can never use indexes





where state IS NULL					[Index Not used]


where state IS NOT NULL				[Index Not used]





expression references can never use indexes





where substr(city,1,3) = 'DAL'				[Index Not used]


where city like 'DAL%'					[Index Used]


where city || state = 'DALLASTX'			[Index Not used]


where city = 'DALLAS' and state = 'TX‘		[Index Used]


where salary * 12 >= 24000				[Index Not used]


where salary >= 2000					[Index Used]





Oracle evaluates Non-Indexed conditions linked by AND bottom up





Bad: select * from address where


		areacode = 972 and


		type_nr = (select seq_nr from code_table where type = ‘HOME’)





Good: select * from address where


		type_nr = (select seq_nr from code_table where type = ‘HOME’) and


		areacode = 972





Oracle evaluates Non-Indexed conditions linked by OR top down





Bad: select * from address where


		type_nr = (select seq_nr from code_table where type = ‘HOME’) or


		areacode = 972





Good: select * from address where


		areacode = 972 or


		type_nr = (select seq_nr from code_table where type = ‘HOME’)








important under rule based optimizer, and won't hurt under cost based optimizer








order FROM clauses in descending order of table sizes based upon row counts








for example





select * from larger table, smaller table





select * from larger table, smaller table, smallest table





select * from larger table, smaller table, associative table








if columns are not indexed, stick with OR





if columns are indexed, use IN or UNION in place of OR





IN example





Bad: select * from address where


		state = 'TX‘ or


		state = 'FL‘ or


		state = 'OH‘


Good: select * from address where


		state in ('TX','FL','OH')





UNION example





Bad: select * from address where


		state = ‘TX’ or


		areacode = 972


Good: select * from address where


		state = ‘TX’


	   union


	   select * from address where


		areacode = 972





use table join instead of EXISTS sub-query





when the percentage of rows returned from the outer sub-query is high








use EXISTS sub-query instead of table join





when the percentage of rows returned from the outer sub-query is low





avoid joins that use DISTINCT, use EXISTS sub-query instead 











Bad: select distinct deptno, deptname from emp, dept where


		emp.deptno = dept.deptno











Good: select deptno, deptname from dept where


		exists (select ‘X’ from emp where


				emp.deptno = dept.deptno)





avoid sub-queries that use NOT IN, use NOT EXISTS instead 





Bad: select * from emp where


		deptno not in (select deptno from dept where


				deptstatus = ‘A’)





Good: select * from emp where


		not exists (select ‘X’ from dept where


				deptstatus = ‘A’ and


				dept.deptno = emp.deptno)





when counting rows, use COUNT on indexed column or asterisk





select count(indexed_column) from table		[Most Efficient]





select count(*) from table				[Close Second]





select count(1) from table				[Distant Third]





a dummy WHERE clause referencing an indexed column will





retrieve all records in ascending order (descending for 8i descending index)





not perform a costly sort operation





Bad: select * from address


		order by city





Good: select * from address where


		city > ‘’








Utilize PL/SQL to group related SQL commands and thereby reduce network traffic





Bad:


	select city_name, state_code


	    into :v_city, :v_sate


	    from zip_codes where zip_code = ‘75022’;


	insert into customer (‘Bert Scalzo’,’75022’, :v_city, v_state);


	


Good:


	begin


	    select city_name, state_code


	        into :v_city, :v_sate


	        from zip_codes where zip_code = ‘75022’;


	    insert into customer (‘Bert Scalzo’,’75022’, :v_city, v_state);


	end;


	/
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