Taming Queries from Hell
Now that’s the kind of title I hope gets your attention. Whether during development, test or even once code is put in production – there will always be those couple of queries that will test your patience and resolve. This blog will examine how we should take informed steps to resolve such SQL performance issues. That’s not to say that there will always be a solution – but at least by following some reasonable resolution plan, we might just find the performance solution or answer that we’re looking for.
Now first let me start by getting up on my “soap box” and making a few points that may well seem like heresy to many. I fully believe in the following seven optimization ideals:
1. Always start by knowing (i.e. being able to say in English) what the query does

2. For queries involving more than 2 tables, a data model can be a handy road map

3. Explain plan costs alone may well lead you astray – sometimes the costs can lie
4. Sometimes equal execution times don’t necessarily equate to equivalent solutions
5. You should always include (auto) trace information to divine among all the above

6. Sole reliance on automatic SQL optimization and tuning tools can be suboptimal

7. You must add human intuition and insight to the optimization process for success

Failure to adhere to these ideals may quite well see your own “queries from hell” never being fully resolved. For those queries where unacceptable performance penalties are far too much to bear, adding the above ideals to your SQL tuning repertoire will not unduly increase either the time or effort required – and will very often lead to the best possible solution achievable for a reasonable cost in terms of effort.
Let’s start off by creating a table and query based off the Oracle standard demo schema SCOTT. The script below will create a copy of the SCOTT.EMP table in your schema and augment the table too nearly 414,000 rows, plus modify some rows to create business anomalies (i.e. people making more money than the average or more than their manager).
-- query from hell setup (creates 404 rows)

set feedback on

set autotrace off

set linesize 132

drop table emp purge;

create table emp as select * from scott.emp;

alter table emp modify (empno number(8), mgr number(8)) add (active char(1));

update emp set active='Y';

commit;

begin

  for i in 1 .. 30 loop

    if (i <= 2) then

      insert into emp 

        select empno+(i*100), ename, job, mgr+(i*100), hiredate+(i*365), sal*2, comm*2, deptno, 'Y'

        from scott.emp

        where job <> 'PRESIDENT';

    else

      insert into emp 

        select empno+(i*100), ename, job, mgr+(i*100), hiredate+(i*365), sal, comm, deptno, 'Y'

        from scott.emp

        where job <> 'PRESIDENT';

    end if;

  end loop;

end;

/

commit;

update emp set sal=sal*2, comm=comm*2 where ename in ('FORD','MILLER') and empno between 9000 and 10000;

commit;

---create unique index emp_eno on emp(empno);

---create        index emp_mgr on emp(mgr);

---create        index emp_dno on emp(deptno);

insert into emp select empno, ename, job, mgr, hiredate, sal, comm, deptno, 'N' from emp;

insert into emp select empno, ename, job, mgr, hiredate, sal, comm, deptno, 'N' from emp;

insert into emp select empno, ename, job, mgr, hiredate, sal, comm, deptno, 'N' from emp;

insert into emp select empno, ename, job, mgr, hiredate, sal, comm, deptno, 'N' from emp;

insert into emp select empno, ename, job, mgr, hiredate, sal, comm, deptno, 'N' from emp;

insert into emp select empno, ename, job, mgr, hiredate, sal, comm, deptno, 'N' from emp;

insert into emp select empno, ename, job, mgr, hiredate, sal, comm, deptno, 'N' from emp;

insert into emp select empno, ename, job, mgr, hiredate, sal, comm, deptno, 'N' from emp;

insert into emp select empno, ename, job, mgr, hiredate, sal, comm, deptno, 'N' from emp;

insert into emp select empno, ename, job, mgr, hiredate, sal, comm, deptno, 'N' from emp;

commit;

exec DBMS_STATS.GATHER_TABLE_STATS ('BERT','EMP');

select count(*) from emp;
Now that we have this reasonably big table with some interesting data – let’s look at a query that suffers in terms of performance against that data. Let’s just say that this code was in some report either written by another database developer or even by an end-user, and has fallen into our laps for optimization. So let’s apply the optimization ideals to it.
select *

from emp aaa

where 

( active = 'Y'

  and job <> 'PRESIDENT'

)

and

(

  (

  sal+nvl(comm,0) > ( select avg(sal+nvl(comm,0))

                      from emp

                      where active = 'Y'

                        and job <> 'PRESIDENT'

                        and hiredate < sysdate-90)

  and

  sysdate-hiredate < ( select avg(sysdate-hiredate)

                       from emp

                      where active = 'Y'

                        and job <> 'PRESIDENT'

                        and hiredate < sysdate-90)

  )

or

  (

  sal+nvl(comm,0) > ( select sal+nvl(comm,0)

                      from emp bbb

                      where bbb.active = 'Y'

                        and bbb.job <> 'PRESIDENT'

                        and bbb.empno = aaa.mgr)

  )

);

Ideal #1: Know the Query
This query (expressed in plain old English) simply looks for all those employees making more money than the average or more than their manager. When looking for the average compensation, only include people who’ve been with the company longer than the trial period. That’s it. But knowing this – and keeping this concept in the front of your mind during optimization – can help to find the best solution. Not knowing this will generally lead to abysmal failure, because you really can’t tune what you don’t understand.
Ideal #2: Utilize a Road Map
This query involves just a single table, so a data model here is really not necessary. But what if the above query had instead involved six or more tables? How could you know (i.e. comprehend) that query without a data model to provide some sort of context? We all use road maps or those new fangled GPS navigation systems when we drive in a new or strange location. So why not have a similar picture when we work on complex SQL?
Ideal #3: Explain Costs Can Lie
Let’s examine three fairly obvious query rewrites, plus their associated explain plan costs and execution times for various indexing schemes (which I will better explain later in the Ideal #6 section on human intuition, insight and wisdom).
Rewrite #1 below simply moves non-correlated sub-queries to inline views. Some people prefer inline views for perceived readability reasons and some potential Oracle optimizer explain plan improvements – although that’s sometimes somewhat debatable depending upon the specific SQL scenarios.
select *

from emp aaa,

( select avg(sal+nvl(comm,0)) avg_pay

  from emp

  where active = 'Y'

    and job <> 'PRESIDENT'

    and hiredate < sysdate-90) xxx,

( select avg(sysdate-hiredate) avg_len

  from emp

  where active = 'Y'

    and job <> 'PRESIDENT'

    and hiredate < sysdate-90) yyy

where 

( active = 'Y'

  and job <> 'PRESIDENT'

)

and

(

  (

  sal+nvl(comm,0) > xxx.avg_pay

  and

  sysdate-hiredate < yyy.avg_len

  )

or

  (

  sal+nvl(comm,0) > ( select sal+nvl(comm,0)

                      from emp bbb

                      where bbb.active = 'Y'

                        and bbb.job <> 'PRESIDENT'

                        and bbb.empno = aaa.mgr)

  )

);

Rewrite #2 below simply moves those inline views to the newer “WITH” clause syntax. Most people who are familiar with the much newer SQL syntax options prefer the WITH clause for perceived readability reasons and some potential Oracle optimizer explain plan improvements – although this too is debatable depending on the various SQL scenarios. But as we’ll see in the next rewrite – this solution will lead us to the next rewrite option.
with xxx as ( select avg(sal+nvl(comm,0)) avg_pay

              from emp

              where active = 'Y'

                and job <> 'PRESIDENT'

                and hiredate < sysdate-90),

     yyy as ( select avg(sysdate-hiredate) avg_len

              from emp

              where active = 'Y'

                and job <> 'PRESIDENT'

                and hiredate < sysdate-90)

select *

from emp aaa,

 xxx,

 yyy

where 

( active = 'Y'

  and job <> 'PRESIDENT'

)

and

(

  (

  sal+nvl(comm,0) > xxx.avg_pay

  and

  sysdate-hiredate < yyy.avg_len

  )

or

  (

  sal+nvl(comm,0) > ( select sal+nvl(comm,0)

                      from emp bbb

                      where bbb.active = 'Y'

                        and bbb.job <> 'PRESIDENT'

                        and bbb.empno = aaa.mgr)

  )

);

Rewrite #3 below leverages something that the last rewrite makes extremely obvious. The component SQL sections of the WITH clause all fire just once for the entire query that follow it. Now look once again at the prior query, especially the two WITH clause query components – they both retrieve averages off the exact same table. Therefore these two query components of the WITH clause can easily be combined into a single query component as shown here. Thus we’re combining the operations and reducing the overall requested workload – at least theoretically (we’ll check in the following explain plans).
with xxx as ( select avg(sal+nvl(comm,0)) avg_pay, avg(sysdate-hiredate) avg_len

              from emp

              where active = 'Y'

                and job <> 'PRESIDENT'

                and hiredate < sysdate-90)

select *

from emp aaa,

 xxx

where 

( active = 'Y'

  and job <> 'PRESIDENT'

)

and

(

  (

  sal+nvl(comm,0) > xxx.avg_pay

  and

  sysdate-hiredate < xxx.avg_len

  )

or

  (

  sal+nvl(comm,0) > ( select sal+nvl(comm,0)

                      from emp bbb

                      where bbb.active = 'Y'

                        and bbb.job <> 'PRESIDENT'

                        and bbb.empno = aaa.mgr)

  )

);
So now let’s examine some explain plan costs and execution times based upon these four equivalent queries and some common indexing schemes – shown in the following table (where each cell contains two numbers – the explain plan cost and the run time in ms):
	
	Original Query
	Rewrite #1
	Rewrite #2
	Rewrite #3

	No Statistics
	799

10,000
	2,389

10,000
	2,389

10,000
	1,592

10,000

	Normal Statistics
	794

10,000
	2,383
10,000
	2,383
10,000
	1,588
10,000

	Standard Indexes
(PK and 2 FK’s)
	794

10,000
	2,383

10,000
	2,383

10,000
	1,588

10,000

	Standard Indexes

with Active appended
	794

328
	2,382

328
	2,382

328
	1,588

266

	Standard Indexes

+ Bitmap on Active
	73

125
	366

125
	366

125
	220

125

	Standard Indexes

+ Bitmap on Active
+ Empno-Mgr Index
	114
125
	391
125
	391
125
	235
125

	Standard Indexes

+ Bitmap on Active
+ HireDate Index
	82
125
	411
125
	569
125
	246
125


What can we learn from the above? Look across the rows of the table. In all but one case (highlighted in yellow), the explain plan costs can vary while the run times are the same – thus lower cost does not always mean better performance. And rarely as in the case of the one highlighted cell, the cost can be greater and yet run faster. It’s not that explain plans lie per se – it’s just that often their interpretation involves more than reading just a single simple number such as the explain plan cost. That point alone will lead us into the next optimization ideal – that equal does not always mean equivalent.
Ideal #4: Run Times Can Lie Too
There is clearly something significant underlying all the explain plan cost and execution time data shown in the prior table. Because a 366 cost is five times that of a 73 (i.e. row five, first two columns), yet they have the same run time. What gives? It may seem like a small distinction, or maybe even just a restatement of the prior ideal’s point that plans can lie, but how can this be? And further, could two equal explain plan costs with equal run times also have differences? The answer is yes – and thus we need to dig far deeper for answers. So where do we turn? Trace data (or auto trace) is quite often the simple and best answer.
Ideal #5: Trace Data is King

So let’s now add the auto trace information to the prior table’s data and see what just we learn - shown here (where the third number in each cell now displays the consistent gets):
	
	Original Query
	Rewrite #1
	Rewrite #2
	Rewrite #3

	No Statistics
	799

10,000

788,956
	2,389

10,000

788,956
	2,389

10,000

788,956
	1,592

10,000

783,661

	Normal Statistics
	794

10,000

788,956
	2,383

10,000

788,956
	2,383

10,000

788,956
	1,588

10,000

783,661

	Standard Indexes

(PK and 2 FK’s)
	794

10,000

788,956
	2,383

10,000

788,956
	2,383

10,000

788,956
	1,588

10,000

783,661

	Standard Indexes

with Active appended
	794

328

16,315
	2,382

328

16,315
	2,382

328

16,315
	1,588

266

11,020

	Standard Indexes

+ Bitmap on Active
	73

125

1,197
	366

125

1,197
	366

125

1,197
	220

125

1,189

	Standard Indexes

+ Bitmap on Active

+ Empno-Mgr Index
	114

125

1,197
	391

125

1,197
	391

125

1,197
	235

125

1,189

	Standard Indexes

+ Bitmap on Active

+ HireDate Index
	82

125

1,197
	411

125

1,197
	569

125

1,197
	246

125

1,189


So now let’s examine row 4 (yellow) and row 5 (green). Note how in row 4 that the low and high explain plan costs perform the exact same number of consistent gets, while the middle of the road choice (1,588) actually performs less IO. Note too how in row 5 the exact same pattern holds, with the 220 cost doing less IO. Thus we see that the auto trace information for consistent reads and other values (such as the physical reads) provide a whole extra level of information that yields far greater insight into the explain plan costs versus their run times.
Ideal #6: Tools Can’t Do It All
Now I don’t want anyone to misinterpret this section to mean that SQL optimization and tuning tools are insufficient – but like any other computerized solutions, the human brain can often easily match or exceed them because we are still the ultimate thinking machine. So why not augment their speed with our wisdom and insight – to get the truly best result.
I think it’s also fair to point out that I used some special internal knowledge to devise and load data for my examples to exemplify my points. Thus I’ll very gladly concede that my demo was designed to essentially be a down hill with a tail wind scenario. SQL tools will always remain very useful and great to have. But just because I have Microsoft Word (i.e. a fantastic word processing tool) on my PC does not mean that I’ll necessarily write any great literature. Likewise you should not expect that SQL tuning tools can produce great results either in spite of or in addition to minimal efforts. Most tools work best when we are fully engaged and seek to use them to their best. You would not close your eyes when using a hammer to drive a nail. Because while a hammer is the best nail driver out there, you most likely would like to keep your fingers holding the nail in place. Likewise we need to be fully engaged when using tuning and optimization tools – keeping our eyes open for things obvious to human minds, yet harder or even impossible for computers.
Let’s look first at what Oracle SQL Tuning Advisor has to offer. I used Toad to obtain this information – but note that you must be properly licensed with the optional Oracle Tuning & Diagnostics packs to use such features. Anyhow – here’s what we get back:
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Basically the Oracle SQL Tuning Advisor simply tells us that “The optimizer cannot merge a view that contains aggregate functions without GROUP BY clause.” That’s really not too helpful in trying to find a solution. So let’s try the Toad SQL Optimizer to see what it advises. First let’s examine what SQL rewrites it offers – the 29 candidates shown in the screen snapshot below:
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The good news is that it found some SQL 29 rewrites. The bad news is that none of them offered any significant improvement. Remember, I devised this example to force such a negative result – so neither tool is to be faulted. I’m just trying very, very hard to make my point – that sometimes tools are not enough. And now let’s see what new indexes SQl Optimizer suggests – as shown in this screen snapshot:
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OK – now that’s a little better. SQL Optimizer basically recommends the exact index we found to be best in the result tables shown above – but with one major distinction, it did NOT recommend that index to be a bitmap index. While the plan costs are lower and the run times are the same, look at the consistent gets – the bitmap index is basically about 20% better in terms of the IO. That’s significant – and will be more so as the table grows.
	
	Original Query
	Rewrite #1
	Rewrite #2
	Rewrite #3

	Standard Indexes

+ Bitmap on Active
	73

125

1,197
	366

125

1,197
	366

125

1,197
	220

125

1,189

	Standard Indexes

+ Bitmap on Active
	14

125

1,496
	41

125

1,496
	41

125

1,496
	27

125

1,486


This leads nicely into the next SQL optimization ideal – humans are still far better than computers, even if that computer is named HAL and we are simply named DAVE (

Ideal #7: Always Add Human Insight

So why did my bitmap index beat the suggested b-tree index made by SQL Optimizer? It was roughly 20% because I knew about the skew and/or histogram nature of the ACTIVE column data. Look back to the data load script. Note that it simply marked a vast majority of the rows as inactive. So I knew this – neither the database nor the tools seemed to pick up on this specific example. So there are and will generally always be times where you as the manual SQL optimization person will be able to either augment or exceed whatever any tool may recommend – so don’t eliminate that opportunity.
Conclusion

I hope that the information above will inspire people to use their tuning tools with certain reservations – and with their eyes open as to where they can add value to the equation. I have found such an organized approach to generally improve almost all my SQL tuning efforts – and with minimal impact in terms of time or extra effort. Since we all have to face those queries from hell, it’s nice to have a plan to make them all better (






