Toad Subsets Data
A common task for DBA’s is to create a test or development environment that has a subset of production data for testing and development purposes. And as usual, Toad offers a feature for doing just that – the Data Subset Wizard, found under main menu Database-> Export->Data Subset Wizard.
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There are two common scenarios where this tool is very useful:
· Copy a subset from source to target, where the target already has all the database structures (i.e. tables and indexes) pre-defined

· Copy a subset from source to target, where the target has none of the database structures (i.e. tables and indexes) pre-defined
So let’s run through an example of each. I’ve created a schema called MOVIES that will represent my production data (i.e. the source). I then used the “Clone/Copy User” feature in the Schema Browser to copy that user as MOVIES2 and MOVIES3 (as shown below). These two schemas will serve as the Data Subset Wizard targets for the two scenarios of interest – MOVIES2 will represent the first, and MOVIES3 will represent the second.
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Next I need to copy all of the MOVIES schema’s database structures to MOVIES2. That too is simple enough via Toad. I simply do a Schema Compare to generate and run a sync script, found under main menu Database-> Compare->Schemas. I also run it subsequent times to verify that I’ve created an exact copy of all the database objects in question.
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OK, so let’s look at example of creating a subset of data in a target that already has the objects defined. We run the Data Subset Wizard, and on the first screen we define the source and target (shown below). Note that in my case I have identified both the source and target within the exact same database (i.e. both have the same database connection – @ORCL). That is not a requirement or restriction, as I could have easily done it across database connections as well. I simply would have chosen a second database for the target connection. The generated SQL script will automatically handle this additional requirement.
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The wizard’s second screen is where we differentiate between our two scenarios. In this first example I want subset schema MOVIES to MOVIES2, which already has all the same database objects predefined. So I simply choose the first radio group option. We’ll revisit this screen in the second example to demonstrate the other option. So in this case, I’ve simply instructed Toad to truncate the preexisting objects and then copy a subset of the data from source to target. That’s pretty darn simple – but that’s all there is to it.
[image: image5.png]Data Subset Wizard

D seectobiects toCreate n the st
(® Do Not Creste any abject, st runcae tables and copy dta.

[ (" Create these objects and copy the data

I~ user I Users default thspace I~ Users temporry tispace
I~ Al bablespaces containing user's objects

¥ Cortexts IV Wateridized viens: ¥ Triggers

IV DBLinks ¥ Comments: IV Tables,

IV Dinensions A el ez IV Comments

IV Directories et i e IV Column Comments

¥ Functions Fjoutines (dusters exciuded)
¥ Packages.

¥ Grarts it IV Constraints

W inderes S W Quece Table
7 ool [ — @ 1pes
W JsvaResaurce e — W tiews
W ssvasaurce W Queuzs ¥ Conments
7 Litrares W seqences ¥ Colamn Comerts
Heb Load., | <sooc |[CNext> | sehedic ert | close

[SYSTEM@ORCL [





That brings us to the third and final screen of the Data Subset Wizard, where we actually define the amount of data to subset in percentage terms. I’ve asked for ten percent of the source data to be copied (and note, that you can choose 100% as that is simply a subset of all the data – which is simply replicate or copy from source to target). Note that there is a second setting for the subset size, the minimum number of rows to copy from any lookup table. Toad fully understands the schema’s foreign key constraints – and can thus identify which tables serve simply as lookups. It’s not uncommon to require all or most of the lookup rows to copy, as the subset percentage is more a factor of the actual or real data that we want to copy. So I’ve indicated to always copy at least 10 rows from any lookup table. There are other fairly self explanatory options – but I need to mention the parallel ones. If you’re on a newer version of Oracle, Toad can generate a very efficient script that utilizes parallel DML commands. You simply need to specify the parallel degree.
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The fourth and final screen of this wizard is shown below. But note that in this scenario (objects already exist), that the options are disabled since they really don’t apply. We’ll come back to this screen and explain it better in our second example.
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Now we simply ask for the SQL script to be built – and if so desired, also scheduled. I’ve copied a section of the script below so that we can review some of what’s done and how. First note that the script is smart enough to disable all the foreign key constraints so that we can load the table data without concern for order. Then both the tables and all their partitions are truncated. Note that in all three cases I’ve simply replaced the SQL code with “…” because it’s only important to see that these tasks are done – and not how. Instead look at the pattern of code that follows: enable parallel DML, insert as select, followed by commit. The script must enable parallel DML before each DML operation, or the hints won’t function. As for the hints, they simply recommend to Oracle how to parallelize the requested operations. Did you note the subset code? Look at the sub-select for ROWNUM and the expression or calculation performed. It will return the greatest of 10 (the minimum # of lookup rows requested) and 10% (the requested subset percentage).
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There’s a lot more to the generated SQL script, but you’ll need to try it out in order to see all that it can do – and how it does it.

Now let’s look at the second scenario – subset the data to a schema that does NOT already have the database structures predefined. This time through, we’ll instead target schema MOVIES3. So we just choose a different target in the second drop-down box for schema selection as shown below.
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Now let’s return to the second screen – and note how selecting the second radio button option activates the whole lower half of this screen. If you’ve ever used Toad’s schema compare and sync wizard, then these options look very familiar. We get to decide what schema objects we want to replicate from source to target. Note that I’ve purposefully kept my selections very simple and straight forward. The more you choose here, the bigger the script generated – and the longer it may take to run. So choose carefully.
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In this example, the information displayed and selection chosen for Data Subset Wizard’s third screen do not change (i.e. choices are 100% the same). Thus I’ll skip showing that screen again.
So let’s return to the fourth screen – which was totally disabled in the prior example. Now that we’re creating objects in the target, we have a boat-load of super-powerful options. I can’t go over every detail of every option – that would take far too much time. So let me explain the basic premise or concept – and then demonstrate a specific example of its application to one option. This screen enables you to select sizing and placement of the database objects it will create based upon their existing size. The assumption is that 10% of a certain sized table (e.g. large) can meaningful in the specification of its copy. Note that there are two sub-tabs of choices, I’ll simply show how I want my tables done via the second tab as an example.
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I’d like all my target tables to be placed as follows: small and medium tables go in the USERS tablespace, whereas large and huge tables go in the SS tablespace. Using these two tabs worth of sizing based options, you should be able to replicate the objects fairly close to how you’d actually build and place them yourself if you were doing the entire task manually. Thus this screen and its options should not be skipped over or considered lightly.
Thus we now have a relationally correct subset of our production data for testing and development purposes. And as usual, we let Toad do the bulk of the heavy lifting.

