Why Reverse Engineering is Always Worthwhile

In many shops that I visit, neither the DBA’s nor the database developers attribute much value in performing data modeling. And often there are seemingly sound reasons for this exclusion: the historically high price of data modeling tools, data models are not required as a project milestone nor deliverable, and quite often that the database was simply either inherited or supports a third party application – and thus is not open for modfication. Of course Quest Softwware’s new Toad Data Modeler addresses the first issue, high price, because at just $479 it’s approximately 1/4th to 1/6th the cost of comparable tools. And the second issue, not required, is evolving with the maturity of application deleopment life cycle. So I’d like to focus on this third reason, database design is static, to demonstrate that reverse engineering can still yield significant value.
For the sake of discussion, let’s assume you’ve inherited the simplistic data model shown below for handling a simple video rental system.
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First let’s look at challenges from the database developers viewpoint. Suppose we’ve just been assigned to create a report of the customer name, city and phone number, movie title for all those movies due back today ordered by the city and rental price. Can you imagine writing such a query without a picture like the one above? Unless you already know this database intimately from first-hand experience, many of us would probably revert to hand drawing a rough diagram like the above – or better yet, utilizing a graphical query builder like the one in Toad for Oracle shown below to visually construct our query (or at least its first-cut, which we can then take over to the SQL Editor to further refine).
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So this SQL statement looks fairly easy and probably already reasonable tuned (since it’s not really all that complex). Here’s the whole query shortened up some read readability:
SELECT  customer.firstname, customer.lastname, customer.city, 

                 customer.phone, movietitle.title

    FROM  customer, movierental, rentalitem, moviecopy,

                 movietitle, moviecategory

  WHERE customer.customerid = movierental.customerid
        AND movierental.rentalid = rentalitem.rentalid
        AND rentalitem.moviecopyid = moviecopy.moviecopyid
        AND movietitle.movieid = moviecopy.movieid
        AND moviecategory.categoryid = movietitle.categoryid
        AND movierental.duedate = SYSDATE
ORDER BY customer.city ASC, moviecategory.rentalprice ASC

So from the database developers standpoiny, the report may well be considered done. The problem is that the query’s explain plan has two full table scans (highlighted in red – one of which is on the largest table) and the run time of 46 ms can very probably be significantly improved.
	Plan

	SELECT STATEMENT ALL_ROWS Cost: 17 Bytes: 236 Cardinality: 1 

	 
	16 SORT ORDER BY Cost: 17 Bytes: 236 Cardinality: 1 

	 
	 
	15 NESTED LOOPS Cost: 16 Bytes: 236 Cardinality: 1 

	 
	 
	 
	12 NESTED LOOPS Cost: 15 Bytes: 210 Cardinality: 1 

	 
	 
	 
	 
	9 HASH JOIN Cost: 14 Bytes: 162 Cardinality: 1 

	 
	 
	 
	 
	 
	7 NESTED LOOPS Cost: 10 Bytes: 132 Cardinality: 1 

	 
	 
	 
	 
	 
	 
	4 NESTED LOOPS Cost: 9 Bytes: 61 Cardinality: 1 

	 
	 
	 
	 
	 
	 
	 
	1 TABLE ACCESS FULL TABLE BLOG.MOVIERENTAL Cost: 8 Bytes: 35 Cardinality: 1 

	 
	 
	 
	 
	 
	 
	 
	3 TABLE ACCESS BY INDEX ROWID TABLE BLOG.RENTALITEM Cost: 1 Bytes: 52 Cardinality: 2 

	 
	 
	 
	 
	 
	 
	 
	 
	2 INDEX RANGE SCAN INDEX BLOG.ITEM_RENTALID Cost: 1 Cardinality: 2 

	 
	 
	 
	 
	 
	 
	6 TABLE ACCESS BY INDEX ROWID TABLE BLOG.CUSTOMER Cost: 1 Bytes: 71 Cardinality: 1 

	 
	 
	 
	 
	 
	 
	 
	5 INDEX UNIQUE SCAN INDEX (UNIQUE) BLOG.CUSTOMER_PK Cost: 1 Cardinality: 1 

	 
	 
	 
	 
	 
	8 TABLE ACCESS FULL TABLE BLOG.MOVIECOPY Cost: 3 Bytes: 24,000 Cardinality: 800 

	 
	 
	 
	 
	11 TABLE ACCESS BY INDEX ROWID TABLE BLOG.MOVIETITLE Cost: 1 Bytes: 48 Cardinality: 1 

	 
	 
	 
	 
	 
	10 INDEX UNIQUE SCAN INDEX (UNIQUE) BLOG.MOVIETITLE_PK Cost: 1 Cardinality: 1 

	 
	 
	 
	14 TABLE ACCESS BY INDEX ROWID TABLE BLOG.MOVIECATEGORY Cost: 1 Bytes: 26 Cardinality: 1 

	 
	 
	 
	 
	13 INDEX UNIQUE SCAN INDEX (UNIQUE) BLOG.MOVIECATEGORY_PK Cost: 1 Cardinality: 1 


Hence from the DBA standpoint, there are probably performance and tuning issues to address. The data model actually holds some important clues. First, did you notice that there is no relationship line between RENTALITEM and MOVIECOPY? So not only is the foreign key constraint not defined, but there is also no index on MOVIECOPYID in our largest table of RENTALITEM for its join to MOVIECOPY. That’s not good (
Furthermore, did you catch that the data type for MOVIECOPYID is different across these two tables? So even if we did create an index on that column in RENTALITEM, the explain plan would have to perfrom implcit data type conversions during the join. So that one seemingly innocent exclusion is actually hiding two big performance problems.
Second, did you observe that our querry has a WHERE clause restriction that references DUEDATE on our second largest table of MOVERENTAL? And once again the data model shows that this a column with no index. Finally, did you notice that we have an ORDER BY clause on two non-indexed columns (CITY and RENTALPRICE)? While this last issue may not directly contribute, if we know that this sort order will be used often – it might make sense to index these columns as well.
So fixing just these simple and obviously exposed design flaws, we get the following and very much improved explain plan (with no full table scans) – plus a relativrly meager 16 ms runtime. That’s a whopping 65% improvement – and all from a brief review of our data model (
	Plan

	SELECT STATEMENT ALL_ROWS Cost: 7 Bytes: 232 Cardinality: 1 

	 
	18 SORT ORDER BY Cost: 7 Bytes: 232 Cardinality: 1 

	 
	 
	17 NESTED LOOPS Cost: 6 Bytes: 232 Cardinality: 1 

	 
	 
	 
	14 NESTED LOOPS Cost: 5 Bytes: 206 Cardinality: 1 

	 
	 
	 
	 
	11 NESTED LOOPS Cost: 4 Bytes: 158 Cardinality: 1 

	 
	 
	 
	 
	 
	8 NESTED LOOPS Cost: 3 Bytes: 132 Cardinality: 1 

	 
	 
	 
	 
	 
	 
	5 NESTED LOOPS Cost: 2 Bytes: 106 Cardinality: 1 

	 
	 
	 
	 
	 
	 
	 
	2 TABLE ACCESS BY INDEX ROWID TABLE BLOG.MOVIERENTAL Cost: 1 Bytes: 35 Cardinality: 1 

	 
	 
	 
	 
	 
	 
	 
	 
	1 INDEX RANGE SCAN INDEX BLOG.DUE_DATE Cost: 1 Cardinality: 1 

	 
	 
	 
	 
	 
	 
	 
	4 TABLE ACCESS BY INDEX ROWID TABLE BLOG.CUSTOMER Cost: 1 Bytes: 71 Cardinality: 1 

	 
	 
	 
	 
	 
	 
	 
	 
	3 INDEX UNIQUE SCAN INDEX (UNIQUE) BLOG.CUSTOMER_PK Cost: 1 Cardinality: 1 

	 
	 
	 
	 
	 
	 
	7 TABLE ACCESS BY INDEX ROWID TABLE BLOG.RENTALITEM Cost: 1 Bytes: 52 Cardinality: 2 

	 
	 
	 
	 
	 
	 
	 
	6 INDEX RANGE SCAN INDEX BLOG.ITEM_RENTALID Cost: 1 Cardinality: 2 

	 
	 
	 
	 
	 
	10 TABLE ACCESS BY INDEX ROWID TABLE BLOG.MOVIECOPY Cost: 1 Bytes: 26 Cardinality: 1 

	 
	 
	 
	 
	 
	 
	9 INDEX UNIQUE SCAN INDEX (UNIQUE) BLOG.MOVIECOPY_PK Cost: 1 Cardinality: 1 

	 
	 
	 
	 
	13 TABLE ACCESS BY INDEX ROWID TABLE BLOG.MOVIETITLE Cost: 1 Bytes: 48 Cardinality: 1 

	 
	 
	 
	 
	 
	12 INDEX UNIQUE SCAN INDEX (UNIQUE) BLOG.MOVIETITLE_PK Cost: 1 Cardinality: 1 

	 
	 
	 
	16 TABLE ACCESS BY INDEX ROWID TABLE BLOG.MOVIECATEGORY Cost: 1 Bytes: 26 Cardinality: 1 

	 
	 
	 
	 
	15 INDEX UNIQUE SCAN INDEX (UNIQUE) BLOG.MOVIECATEGORY_PK Cost: 1 Cardinality: 1 


Finally, had we reverse engineered this database and simply wanted the modeling tool to find an correct such issues – we could have runa model verification report. Often such a check will expose many seemingly harmless flaw that can result in better overall database perofrmance. And this verification process is dirt simple to use.

Bert Scalzo
